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Abstract

In computational social science, researchers often use a pre-
trained, black box classifier to estimate the frequency of each
class in unlabeled datasets. A variety of prevalence estimation
techniques have been developed in the literature, each yield-
ing an unbiased estimate if certain stability assumption holds.
This work introduces a framework to rethink the prevalence
estimation process as calibrating the classifier outputs against
ground truth labels to obtain the joint distribution of a base
dataset and then extrapolating to the joint distribution of a tar-
get dataset. We call this framework “Calibrate-Extrapolate”.
It clarifies what stability assumptions must hold for a preva-
lence estimation technique to yield accurate estimates. In the
calibration phase, the techniques assume only a stable cali-
bration curve between a calibration dataset and the full base
dataset. This allows for the classifier outputs to be used for
disproportionate random sampling, thus improving the effi-
ciency of calibration. In the extrapolation phase, some tech-
niques assume a stable calibration curve while some assume
stable class-conditional densities. We discuss the stability as-
sumptions from a causal perspective. By specitying base and
target joint distributions, we can generate simulated datasets,
as a way to build intuitions about the impacts of assumption
violations. This also leads to a better understanding of how
the classifier’s predictive power affects the accuracy of preva-
lence estimates: the greater the predictive power, the lower
the sensitivity to violations of stability assumptions in the ex-
trapolation phase. We illustrate the framework with an ap-
plication that estimates the prevalence of toxic comments on
news topics over time on Reddit, Twitter/X, and YouTube,
using Jigsaw’s Perspective API as a black box classifier. Fi-
nally, we summarize several practical advice for prevalence
estimation.

1 Introduction

Measuring the frequency of certain labels within a data sam-
ple is a common task in many disciplines. This problem,
generally called “prevalence estimation” or “quantification”,
has a wide range of real world applications, from quantify-
ing the number of infected COVID-19 patients in a coun-
try (Sempos and Tian 2021), to automated accounts in a so-
cial platform (Yang et al. 2020), and to anti-social posts in
an online community (Park, Seering, and Bernstein 2022). It
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would be ideal to manually examine every individual in the
dataset. This approach is called “census”. However, census
is often prohibitively expensive.

In computational social science (CSS), it is common to
make use of an imperfect pre-trained classifier that assigns
a label, or label probability, to each item (Yang et al. 2020;
Rajadesingan, Budak, and Resnick 2021; Saha et al. 2023;
Pfeffer et al. 2023). The prevalence estimation techniques
then somehow account for the imperfections of the classi-
fier. Alternative approaches are possible, such as a model
trained with prevalence estimation evaluation metrics rather
than individual classification accuracy as the objective func-
tion (Esuli and Sebastiani 2015). However, the classifier-
aided approaches are especially attractive when the dataset
is on a large scale, ground truth labels are difficult or expen-
sive to obtain, and a high quality pre-trained classifier such
as ChatGPT or Jigsaw’s Perspective API (Wulczyn, Thain,
and Dixon 2017) is available for use.

Extant literature on prevalence estimation with black box
classifiers is plentiful and there are two useful survey arti-
cles (Forman 2008; Gonzélez et al. 2017). In this paper, we
do not propose any new estimation techniques. Instead, our
contribution is a conceptual framework called “Calibrate-
Extrapolate”. It rethinks the prevalence estimation process
not as merely estimating the percentage of ground truth la-
bels but as estimating the complete joint distribution be-
tween the classifier outputs and ground truth. A calibration
phase gathers ground truth labels for a small data sample
that is purposefully selected from a base dataset, and then
estimates the joint distribution for the full base dataset. An
extrapolation phase assumes that some properties of the base
joint distribution are stable and infers other properties from
the observed classifier output distribution of a target dataset.
In both phases, the prevalence for label of interest can be
read off from the inferred joint distribution of classifier out-
puts and ground truth labels.

The Calibrate-Extrapolate framework is broadly applica-
ble to many real world settings. It is also flexible because re-
searchers can still customize design elements in some steps.
We identify four such elements: which black box classifier
to apply, which data to sample for ground truth labels, which
stability assumption to make, and which prevalence estima-
tion technique to employ.

In a real world setting, it may be unclear which stability



assumptions are reasonable to make. Thinking about preva-
lence estimation techniques in the Calibrate-Extrapolate
framework makes it clear what assumptions each technique
requires about the stable properties (or lack thereof) be-
tween training, base, and target datasets; and how viola-
tions of those assumptions can lead to errors in the final
prevalence estimate. For example, assuming only stable cal-
ibration curve between base and target datasets limits the
range of possible final estimates and attenuates any observed
change in the density of classifier outputs. On the other hand,
assuming only class-conditional densities amplifies any ob-
served change in the density of classifier outputs and can
lead to estimates clipped at 0 or 100%. In addition, thinking
about prevalence estimation in this framework clarifies the
value of a more accurate classifier. While a weak classifier
can still yield correct prevalence estimates if repeated many
times (TeBlunthuis, Hase, and Chan 2024), those estimates
will be less certain and less robust to incorrect stability as-
sumptions between base and target datasets.

We demonstrate the impacts of alternative design ele-
ments using simulated data, where large-scale base and tar-
get datasets are generated from known joint distributions of
classifier outputs with ground truth labels. We experimented
with two kinds of data generating processes (intrinsic and
extrinsic), two classifiers (strong and weak), two stability as-
sumptions (stable class-conditional densities and stable cal-
ibration curve), and two prevalence estimation techniques
(mixture model and probabilistic estimator). These yield
an instructive set of comparisons that highlight both the
strengths and limitations of each estimation technique.

We apply the Calibrate-Extrapolate framework to estimat-
ing the weekly prevalence of toxic comments on news top-
ics on Reddit, Twitter/X, and YouTube in 2022. We selected
Jigsaw’s Perspective API as our black box classifier and sent
all collected comments to it for obtaining a classifier score
for each. We used comments from August 2021 as the base
dataset, asked crowdworkers to annotate it, and used the an-
notations to calibrate the Perspective API outputs. We then
extrapolated the learned base joint distribution to make an
inference for target datasets in later weeks. The alternative
prevalence estimation techniques yield a range of estimates
for each platform for each week. We estimated consistently
higher prevalence of toxic comments on YouTube (12.93%)
than on Twitter/X (9.39%), than on Reddit (7.75%).

In sum, the contributions of this work include:

 aframework that rethinks the prevalence estimation pro-
cess as modeling the joint distribution between classifier
outputs and ground truth labels in a dataset;

» experiments and arguments about how different design
elements of the prevalence estimation process impact the
accuracy of estimates, including guidance about avoid-
ing clear missteps and ways to think about robustness to
incorrect stability assumptions;

* repeated empirical prevalence estimates, over time, of
toxic comments on news topics on Reddit, Twitter/X, and
YouTube.

2 Background

For concreteness and simplicity, assume there are only two
ground truth classes, which we will call positive & and neg-
ative ©, and positive is the class of interest. We are inter-
ested in prevalence estimation processes that make use of
a black box classifier. It is black box in the sense that it
was previously trained by other people on different datasets,
and the prevalence estimator cannot look inside the classi-
fier to change how it works. But we can apply the classi-
fier to new data. Formally, given the feature vector x; for
an item 1, a classifier C(-) would output a continuous score
C(x;) € [0,1]. A few widely used black box classifiers in
the CSS community include Perspective API for toxicity de-
tection (Wulczyn, Thain, and Dixon 2017), VADER for sen-
timent analysis (Hutto and Gilbert 2014), Botometer for on-
line bot detection (Yang et al. 2020), and LLMs for making
inferences in a variety of text classification tasks.

A naive approach of prevalence estimation would just
count the number of items with classifier scores above some
threshold, or sum up the classifier scores as if they were
probabilities. However, neither would yield very good preva-
lence estimates for two reasons.

First is calibration. When a classifier outputs a score be-
tween O and 1, while a high value indicates higher confi-
dence that the ground truth label is positive, it is not clear
that the score is intended to be interpreted as a calibrated
probability. It is thus not safe to assume that, given a collec-
tion of items all receiving a classifier score of 0.8, on average
80% of items would have positive ground truth labels. For
example, prior work finds that deep neural networks tend to
generate overconfident outputs. Several methods have been
developed to calibrate the classifier outputs to true probabil-
ities (Platt 1999; Guo et al. 2017).

Second is dataset shift. The classifier may have been
trained on a dataset that is systematically different from the
dataset for which the researchers are estimating prevalence.
For example, the Perspective API was trained on comments
from forums such as Wikipedia and the New York Times.
However, researchers have applied Perspective API to so-
cial media comments from Reddit (Rajadesingan, Budak,
and Resnick 2021), Twitter/X (Hua, Ristenpart, and Naaman
2020), and YouTube (Wu and Resnick 2021). The linguistic
features of those comments may differ in important ways
from the training data. Furthermore, even if the classifier is
trained on a similar data source, it is possible that new terms
might appear between the training and inference time, re-
sulting in more frequent errors for those new terms. Dataset
shift is a very important problem in the machine learning lit-
erature (Moreno-Torres et al. 2012; Arora, Huang, and He
2021) and especially a concern for lexicon and rule-based
classifiers such as VADER.

Prevalence estimation techniques In a recent survey of
prevalence estimation, Gonzalez et al. (2017) categorized es-
timation techniques into three groups: classify count & cor-
rect, distribution matching, and quantification learning. We
will review the first two groups and rethink them in terms
of the Calibrate-Extrapolate framework in Section 3. The
quantification learning methods are out of scope for this pa-



per because they directly optimize a loss function for preva-
lence estimation evaluation metrics, which is akin to train-
ing a completely new model rather than post-processing out-
puts from a pre-trained classifier. We remark that the idea of
classifier posterior calibration, which is what we do in the
calibration phase of the Calibrate-Extrapolate framework, is
similar to fine-tuning a pre-trained model to specific datasets
and to calibrated probabilities (Guo et al. 2017).

Linking stability assumptions to data generating pro-
cesses Current research in machine learning has offered
a causal perspective for thinking about potential distribu-
tion shifts across datasets. This perspective considers the
causal relation between a vector of covariates « and the la-
bels y (Scholkopf et al. 2012; Jin et al. 2021). Thinking of
either the covariates causing labels, or the labels causing the
covariates, leads to two different kinds of data generating
processes and thus two different distribution shifts:

e Intrinsic data generation — Prior probability shift. In
one conceptual model of the data generating processes,
sometimes called “intrinsic data generation” (Card and
Smith 2018), the label y causally determines the covari-
ate x (causal chain: y — x). That is, we assume that y;
is drawn from some distribution and the realized y; de-
cides the covariates x;. For example, when simulating,
we might generate x as independent draws from different
distributions for the positive or negative class. This would
lead to a stable property across a base dataset B and a
target dataset T: Pgp(x|y) = Pr(z|y). While that prop-
erty is stable, there can be what is called prior distribution
shift or label shift: P (y) # Pr(y) (Moreno-Torres et al.
2012; Scholkopf et al. 2012). A real world example is de-
tecting if buyers recommend a product in online reviews:
they start with an intrinsic opinion y, which is either rec-
ommend or not recommend, and then express the opinion
in words x.

* Extrinsic data generation — Covariate shift. With extrin-
sic data generation, the covariate x causally determines
the ground truth label y (causal chain: * — y). That is,
we assume that x; is drawn from some distribution and
the realized «; decides the label y;. This would lead to a
different stable property across a base dataset B and a tar-
get dataset T Pp(y|x) = Pr(y|x). While that property
is stable, there can be a covariate shift: Pg(x) # Pr(x).
A real world example is detecting if other users find an
online product review helpful: they evaluate the review
body based on extrinsic features @ such as review length,
if has_images, and/or if is_polite, and then make a judg-
ment y, which is either helpful or not helpful.

For this paper, we insert one more element into the causal
analysis: the classifier output C'(x). The classifier makes
predictions deterministically based on the feature vectors .
Thus the causal chain is always * — C/(x). Our frame-
work aims to estimate the joint distribution P(C'(x), y). We
are more interested in what properties stay the same across
datasets, rather than what may have shifted, because stable
properties play a key role in the extrapolation phase of our
framework. To this end, we reframe the terminology in dis-
tribution shift research to stability assumptions.

* Prior probability shift — Stable class-conditional densi-
ties. Given intrinsic data generation and prior probability
shift, we can derive that y also causally determines the
classifier output C'(x). By the law of total probability:

P(C()ly) = Y P(C(@)|zy) * P(=zy)
zeX
Because the classifier’s output is deterministic and de-
pends only on the feature input z, but not on y. In other
words, y does not provide additional information about
the classifier output given z:

P(C(z)|z,y) = P(C(z)|z)
Therefore,

P(C(z)ly) = Y P(C()|z) * P(=y)
zeX
P(C(z)|z) is stable because the classifier is unchanged
between datasets B and T. P(z|y) is stable under the
intrinsic data generating process. Thus, class-conditional
densities P(C(x)|y) are also stable between datasets.

Pp(C(x)|y) = Pr(C(x)|y)

* Covariate shift - Stable calibration curve. Given ex-
trinsic data generation and covariate shift, we might ex-
pect that we can infer the analogous stability property,
Pp(y|C(x)) = Pr(y|C(x)). However, this is not quite
true. By the law of total probability, and the fact that fea-
ture input z causally determines y:

P(y|C(z)) = Y Plylz,C(@)) x P(z|C())

zeX

=Y Pylz) * P(z|C())
zeX

For any z, P(y|z) is stable given the extrinsic data gen-
erating process. However, we could have Pg(z|C(x)) #
Pp(z|C(x)). For example, imagine only two possible
feature vectors, z; and z3, both yield a particular classi-
fier score. But suppose that z1 is much more common in
dataset B while z5 is more common in dataset 7". In that
case, P(z1|C(x)) decreases and P(z2|C(x)) increases
from B to T'. Therefore, calibration curve P(y|C(x)) are
not stable between datasets.!

Pp(y|C(=)) # Pr(y|C(z))
If a prevalence estimation technique (e.g., probabilistic
estimator) depends on the calibration curve P(y|C(x))
being stable, this will require an additional assumption
beyond just extrinsic data generation. We refer to this as
the stable calibration curve assumption.

3 The Calibrate-Extrapolate Framework

Figure 1 illustrates the Calibrate-Extrapolate prevalence es-
timation framework. To present alternative prevalence es-
timation processes within the framework, we use a run-
ning example, estimating the fraction of people registered as

IStability of the calibration curve will hold under some stricter
assumptions. For example, if for each classifier output value C'(),
there is one and only one feature vector z corresponding to it. See
more discussion in (Tasche 2022).
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Figure 1: The Calibrate-Extrapolate framework. (top panel) The calibration phase aims to estimate the label prevalence for a
base dataset B. We apply a black box classifier C'(+) to the feature vector « of each item in B and obtain a base classifier score
density (step A — B). We curate a calibration sample S from B (step A — C). We then obtain the ground truth labels for S (step
C — D). Next, we fit a calibration curve function on S (step D — E). We can use the calibration curve of S and the observed
classifier score density of B to compute the joint distribution between C(x) and y for B (step B + E — F). This is assuming
calibration curves between B and S are stable, i.e., Ps(y|C(x)) = Pp(y|C(x)). From the joint distribution, we can derive the
class-conditional densities for positive and negative class in B (step H) and make a prevalence estimate of B (step G). (bottom
panel) The extrapolation phase aims to estimate the label prevalence in a target dataset 7. We apply the same classifier C() to
all items in 7" (step I — J). By making a stability assumption (step K, N) that links the joint distributions of B and T, we can
infer the joint distribution of 7" (step L, O, Q) and read off the final prevalence estimate of T" (step M, P, R).



members of the Republican Party among users of a U.S. so-
cial media platform at two different points in time, a base pe-
riod and a target period. Assume that we have a pre-trained
political leaning classifier that takes as input a corpus of text
written by a person and outputs a 1 if it is sure the writer is a
Republican, 0 if sure they are not, and numbers in between
to express varying degrees of confidence. This yields a base
dataset of people with corresponding classifier scores C'(x)
(A in Figure 1). Those classifier scores can be plotted as an
empirical classifier score density curve (B in Figure 1).

3.1 Calibration Phase

In the calibration phase, we select a limited sample for which
we will acquire ground truth labels y based on their voter
registration records (C and D in Figure 1). Following the cur-
rent conventional color-coding in U.S. politics, we use red
for Republicans and blue for Democrats. Getting the labels
may be an expensive process, requiring verifying real names
and accessing records from local municipalities; hence, we
carry it out only for a limited sample. The sample may be
selected at random. Alternatively, to make the best use of a
limited set of expensive ground truth labels, it can be helpful
to use the classifier to select a disproportionate random sam-
ple based on the classifier outputs. For example, it may be
helpful to oversample in ranges of C'(x) that occur rarely, es-
pecially for highly imbalanced datasets and that imbalance
reflects on the distribution of C'(x). Two sampling strate-
gies can possibly improve the efficiency of final base dataset
prevalence estimate (i.e., have a smaller confidence interval
around it): one is to sample equally from every C(x); the
other is called the “Neyman allocation” (Neyman 1934).

From the labeled calibration sample, we can estimate a
calibration curve, which is a function that maps the classi-
fier outputs to calibrated probabilities (E in Figure 1). There
are several options for this estimation process. One is non-
parametric binning: divide the C(x) values into bins; com-
pute the empirical fraction of positives (Republicans) in each
bin, and treat that fraction as the calibrated probability for
any C(x) within the bin. Isotonic regression adds an ex-
tra constraint that calibrated probabilities must be higher for
larger C'(x) values (Chakravarti 1989). Platt scaling makes
a further parametric assumption of a smooth sigmoid curve,
as we have illustrated in the figure; it is estimated through a
logistic regression that treats C'(x) as the independent vari-
able and the binary ground truth y as the dependent vari-
able (Platt 1999). Finally, temperature scaling extends Platt
scaling by adding one more parameter to control the scaling
strength (Guo et al. 2017).

Note that a classifier density function (B in Figure 1) and a
classifier calibration curve (E in Figure 1) together define the
joint distribution of classifier scores and ground truth labels.
To see that, imagine using the calibration curve to color each
vertical slice of the classifier density plot, yielding the more
familiar representation of a joint distribution as a stacked
joint density plot (F in Figure 1). At low C(«) values, the
vertical slice is colored almost entirely blue; while at high
values, almost entirely red.

Alternatively, three other properties can be used to define
a joint distribution: the ground truth prevalence (G in Fig-

ure 1) and two class-conditional density functions: one for
Republicans and one for Democrats (H in Figure 1). Given a
representation of the joint distribution, it is possible to read
off all these properties. For example, given the joint density
plot (F), the blue and red areas under the curve indicate the
ground truth prevalence (G), and looking at the blue and red
areas separately from the stacked joint density plot yields
density plots for each class (H). Note that (G) directly es-
timates the prevalence of Republicans in the base dataset,
the quantity of interest. However, other properties of the
base joint distribution will be important for the extrapolation
phase, it is thus helpful to think about the calibration phase
as creating an estimate of the complete joint distribution.

Before turning to the extrapolation phase, it is worth rein-
terpreting some existing prevalence estimation techniques in
terms of processes yielding the base prevalence estimate in
step G of Figure 1. One is calibrated probabilistic classify
and count (Bella et al. 2010; Card and Smith 2018). The
calibrated part refers to passing each item’s classifier score
through the calibration curve (E) to yield a calibrated prob-
ability. The sum of those probabilities is divided by the total
number of items, yielding the prevalence estimate. The sum-
mation of probabilities is equivalent to first counting how
many items have each classifier score and then multiplying
the corresponding calibrated probabilities by the frequency
of classifier scores; that is what happens when we integrate
across the possible density scores in (F) to compute the size
of the red area (G).

An even simpler version is an uncalibrated probabilistic
classify and count. This technique skips the steps of sam-
pling and labeling (B and C in Figure 1) entirely and just
adds up the classifier scores as if they were calibrated prob-
abilities. This is equivalent to assuming, without estimation,
that the calibration curve (E) is a straight line from (0, 0) to
(1,1): P(y = ®|C(x)) = C(x). If the classifier is indeed
perfectly calibrated, the prevalence estimate will be fine; but
if not, the estimate could be far off.

Other approaches binarize the classifier outputs by apply-
ing a threshold. For example, any classifier scores above 0.7
might be treated as positive and lower scores as negative.
Note that the joint distribution becomes just a confusion ma-
trix when applying such a threshold. This leads to the clas-
sify and count and adjusted classify and count techniques.
The unadjusted version simply treats the fraction of items
with C'(x) scores above the threshold as the prevalence esti-
mate. The adjusted version computes a multiplier that is ap-
plied to the estimate. In our framework, these approaches are
equivalent to collapsing the calibration curve (E) into a step
function, with one universal probability for scores above the
threshold and another for scores below the threshold. In the
unadjusted version, one assumes perfect classification: for
scores above the threshold the calibrated probability is 1 and
for those below it is 0. In the adjusted version, the empirical
calibration curve is computed and then it is collapsed to pro-
vide two scores; these scores correspond to the multipliers
in the adjusted classify and count technique.

The framework visually reveals that applying thresholds
in this way is risky. The step-function calibration curve treats
all items with classifier scores on the same side of the thresh-



old as if they have the same probability of a ground truth
positive label. But an item with a score just above the thresh-
old may be less likely to be ground truth positive than one
with a classifier score of almost 1. If the frequency of items
near and far from the threshold varies, the accuracy of the
calibrated estimate will also vary.

Another point of caution is that it is not safe to estimate
class-conditional densities for the base dataset directly from
the labeled calibration sample (D) because disproportionate
sampling alters the observed class-conditional densities. For
example, imagine a scenario where items of C'(x) € [0.9, 1]
are rare, and we oversample those. If items of C(x) €
[0.9,1] are more likely to be ground truth positive, as we
would expect, this will artificially increase the density in
[0.9,1] for the positive class density function. Instead of
calculating the class-conditional densities directly from the
calibration sample, the correct approach is to first infer the
calibration curve (E), then, together with the base classifier
density, recover the full joint distribution, from which the
class-conditional densities can be inferred.

It is also worth noting that if the goal is only to produce
a single prevalence estimate for a base dataset, a random
sample would yield an unbiased estimate. Indeed, the final
base prevalence estimate from the calibration phase (G) is
expected to the same as one would get by simply taking
the fraction of positive items in a randomly selected cali-
bration sample. However, the classifier helps in making a
prevalence estimate for the base dataset by improving effi-
ciency, allowing the same number of labels to yield a tighter
confidence intervals around the base prevalence estimate.
This is achieved through purposefully oversampling minor-
ity classes indicated by the classifier scores.

3.2 Extrapolation Phase

As we shall see, the real power of having a black box classi-
fier appears when we want to reuse it to make prevalence
estimates for additional target datasets. Having estimated
the joint distribution of classifier output and ground truth
on the base dataset in the calibration phase, in the extrapo-
lation phase we can make some assumptions about proper-
ties of the base joint distribution that would remain stable.
Two lines of estimation techniques make different stability
assumptions (K and N in Figure 1).

First, consider the left-side representation of a joint distri-
bution as defined by a classifier density function (B) and a
calibration curve (E). We assume that the classifier density
function from the base joint distribution is stable and thus
also applies to the target dataset (K). The classifier density
function, however, may have changed (e.g., J differs from
B). This intuitively corresponds to an extrinsic data gener-
ating process where the covariates « causally determine the
ground truth label y. But as we noted in Section 2, the as-
sumption of a stable calibration curve requires an additional
assumption beyond just extrinsic data generation.

This leads to the probabilistic estimator technique (Bella
et al. 2010). The target classifier density function is esti-
mated from the empirical frequency of classifier scores in
a target dataset (J). Together with the calibration curve (K)
borrowed from the base dataset, that fully determines the

target joint distribution. The joint density graph, with color-
ings (L), can be derived by coloring vertical slices of J using
K. The prevalence estimate for the target dataset (M) can be
read off from the joint density by integration, computing the
size of the blue and red areas under the curve.

Next, consider the right-side representation of the base
joint distribution as defined by a ground truth prevalence (G)
and the class conditional densities (H). Here, we assume that
the class conditional densities are stable (N). The ground
truth prevalence, however, may have changed. As noted in
Section 2, this intuitively corresponds to an intrinsic data
generation process where the ground truth label y (e.g., be-
ing a Republican) causally determines the observed features
x (e.g., the text that was written), which causally determines
the resulting classifier score C(x) (e.g., a classifier judges it
is written by a Republican).

Two techniques are based on this second stability assump-
tion. One is called the mixture model (Forman 2005). It treats
the observed frequency of classifier scores for the target
dataset as a hint about the true label prevalence. It does a grid
search over the range of possible prevalence estimates. Each
possibility defines a mixture of the two class-conditional
densities and thus generates an implied classifier score den-
sity function. A distance metric needs to be introduced to
compare the implied classifier density to the observed clas-
sifier score density (J in Figure 1). Several distance met-
rics are possible; one popular choice in the literature is
Hellinger distance (Gonzdlez-Castro, Alaiz-Rodriguez, and
Alegre 2013). The final target prevalence estimate (P) is the
value that minimizes the selected distance function. Note
that, the optimal estimate may still yield an implied clas-
sifier score density not perfectly matching (J), illustrated as
the gap between the dashed line and filled area in (O).

The other technique that assumes stable class-conditional
densities is called median sweep (Forman 2008). It performs
a different grid search, across possible thresholds for con-
verting continuous classifier outputs to binary positive pos-
itive or negative labels. For each possible threshold, the red
class-conditional density determines the ratio of red above
and below the threshold, and similarly for blue. Together
with the cumulative classifier density above and below the
threshold, that uniquely determines the blue vs. red frac-
tion below the threshold and also the fraction above the
threshold (Q). And that, in turns, determines the total blue
and red areas, implying a target estimate (R). There is no
strong reason to prefer any one threshold over another; this
technique resolves that by taking the median of all the es-
timates yielded by different choices of classifier threshold.
This lacks theoretical justification, but this threshold vary-
ing approach worked well in some empirical datasets (For-
man 2008; Gonzalez et al. 2017).

4 Impacts of Alternative Design Elements on
the Accuracy of Prevalence Estimates

This section uses simulated data to explore the impacts of
different design elements in the prevalence estimation pro-
cess on the accuracy of estimates. The analysis here yields
insights about the impact of classifier predictive power. It



also yields intuitions about the errors that will occur when
there is a mismatch between the true data generating pro-
cess and the stability assumption that is made.

Our procedure is to simulate base and target datasets from
joint distributions with known parameters, run several alter-
native estimation processes, and compare the resulting es-
timates with the correct prevalence values that can be read
off from the original parameters. We generate large enough
datasets so that sampling variance is small; differences in
the prevalence estimates are caused by alternative stability
assumptions modeled into the estimation processes.

4.1 Dataset and Classifier Simulation Process

We use two data generating approaches for our simulations,
because each provides scenarios that yield different insights.
A joint distribution between the ground truth label y and
classifier output C'(x) is sufficient to simulate a dataset in
which every item there has a ground truth label and a clas-
sifier score. Recall from Figure 1 that a joint distribution
can be specified either by the combination of a classifier
score density and a calibration curve, or by a ground truth la-
bel prevalence and the two class-conditional densities. Our
first data generator assumes stable class-conditional densi-
ties and uses two different label densities for the base and
target datasets. Our second data generator assumes a stable
calibration curve and uses two different classifier score den-
sities, one for base dataset and one for target dataset.?

Intrinsic data generator & Stable class-conditional den-
sities As described in Section 2, this is the intrinsic data
generating process (y — @). We model the joint distribution
as a mixture of two Beta distributions, one for positive class
Bg(ag, fe) and one for negative class Bg(ag, fo). We
specify the label probability for a base dataset Pg(y = &)
and for a target dataset Pr(y = @). To simulate an item,
we first make a Bernoulli draw according to the label prob-
ability, yielding a ground truth label y; € {®, ©}. We then
generate a classifier score C(z) € [0,1] as a draw from the
corresponding Beta distribution.

Note that the four parameters that define the two Beta
distributions are kept fixed between the base and target
datasets. The only parameter that changes between B and
T is the label probability. Thus, with this approach we
can generate a dataset from the following five parameters:
( ag,Be,00,Bs , P(y=®)). The invariant properties

—_—— — o —

class-conditional densities label probability
are bolded, while the varying property is italicized.

In our simulations using this approach, we always use
20% positive for the base dataset, Pg(y = @) = 0.2, and
60% positive for the target dataset, Pr(y = @) = 0.6. For
the two Beta distributions, we design two scenarios:

* strong classifier: Bg (10, 2), Bo(2,5)
* weak classifier: Bg(7,6), B5(2,5)
These two intrinsic data generators are illustrated in the
first plots in rows 1 and 2 of both Table 1 and Table 2. Note

2QOur data simulation and prevalence estimation tool is publicly
available at https://github.com/avalanchesiqi/pyquantifier

that we have superimposed the two class-conditional density
functions. This is clear in row 1, where there is little overlap,
indicating that the classifier has high predictive power; while
the substantial overlap in row 2 shows a weak classifier that
does not discriminate well between positives and negatives.

Extrinsic data generator & Stable calibration curve As
described in the Section 2, this is the extrinsic data generat-
ing process (x — ), but requires a somewhat stronger as-
sumption, that the calibration curve P(y|C(x)) is the same
for the target dataset as for the base dataset. In this approach,
we simulate an item as a draw from a classifier score density
function, which we model as a mixture of two Beta distribu-
tions with five parameters, AB; (o, 1)+ (1—X)Bz(az, B2).
This yields a realized classifier score, C(x;) € [0,1]. To
generate a ground truth label y;, we first find the calibrated
probability associated with that classifier score, using a pre-
defined calibration curve C'alib(-). We then draw the ground
truth label y; as a Bernoulli draw with the computed cal-
ibrated probability C'alib(C(x;)). Our calibration curve is
specified by two parameters, w and b, as would result from a
logistic regression, i.e., formula of Platt scaling (Platt 1999):

1

Calib(w,b) = 11 cwC@tb

We use the same calibration curve, with fixed parame-
ters w and b, for both the base and target datasets, but vary
the classifier score density curve. Thus, we have a total of
seven parameters to generate a dataset in an extrinsic fash-
ion, ( w,b ,a1,P1,as,P2,\). The invariant proper-

calibl‘;:n/curve classifier score density
ties are bolded, while the varying properties are ifalicized.

In our simulations using this approach, we design the fol-

lowing classifier density score functions:

* base dataset: C'(x) ~ 0.281(10,2) + 0.885(2,5)
* target dataset: C'(x) ~ 0.681(10,2) + 0.485(2,5)

These base and target classifier score densities are the sec-
ond and third plots in rows 3 and 4 of Table 2. We simulate a
strong and a weak classifier, and keep their parameters fixed
between the base and target datasets:

* strong classifier: Calib(w = 25,b = —15)
* weak classifier: Calib(w = 0.5,b = —1)

These two intrinsic data generators are illustrated in the
first plots in rows 3 and 4 of both Table 1 and Table 2. The
strong classifier has a steep slope with a calibrated probabil-
ity near 0 or 1 for most classifier scores. On the other hand,
the weak classifier has similar calibrated probabilities for
low and high scores, suggesting little discriminating power.

For each combination of (intrinsic or extrinsic) data gen-
erator and (strong or weak) classifier, we generate a 20,000-
item base dataset and a 20,000-item target dataset. Then,
we apply the Calibrate-Extrapolate framework as described
in Figure 1. For the calibration phase, we curate a calibration
sample of up to 2,000 items by sampling up to 200 from each
of ten classifier score strata (0-10%; 10-20%; etc.), less if
there are fewer than 200 items in the respective bin. We use
the Platt scaling method to estimate the calibration curve.



Id Generating properties of Estimated properties of Prevalence estimator True base
base joint distribution base joint distribution calib. probabilistic est. | no calib. | prevalence
S [N\ l 20.40%
1-intrinsic-strong /‘ I:I 39.68% 20.00%
.~ (19.86%, 20.91%)
S 19.71%
2-intrinsic-weak 35.36% 20.00%
(18.28%, 21.21%)
A o b M i
. l [\ 24.14%
3-extrinsic-strong ‘ l:. 39.41% 23.13%
., (23.55%, 24.67 %)
- 31.25%
4-extrinsic-weak &‘ /\ 39.45% 31.22%
\ S~ (28.89%, 33.17 %)
- [ | 7 l:l

Table 1: Calibration phase experiment results. For experiment group 1-4, we specify two properties (first column plots) that are
sufficient to define a joint distribution between C'(x) and y. We can infer other properties of the same base joint distribution
and visualize them in the second column plots. Numbers in the bracket indicate 95% confidence intervals via bootstrapping.

Id Stable Non-stable Inferred Prevalence estimator True target
generating | generating properties properties mixture model calib. probabilistic est. | prevalence
properties (B—1) (B—1T)

1-intrinsic — — 60.21% 52.63%
_strong /‘ L1 [N ‘ J (60.00%, 61.00%) |  (51.60%, 53.30%) 60.00%
2-intrinsic — — 60.51% 2391%
“weak A | C1 (A A ‘ (57.00%, 63.00%) | (22.57%,25.72%) | 00-00%
3-extrinsic — ‘ — ‘ 63.11% 58.16 % 59729
-strong A | (62.48%, 64.00%) (57.61%, 58.69 %) e
4-extrinsic - [ - h 97.97% 33.32% 13389
-weak | Bl | Tind (91.75%, 100.00%) (31.19%, 35.51%) oo

Table 2: Extrapolation phase experiment results. We keep one property fixed between the base and target datasets (first column
plots). We vary the non-stable generating property (second column plots). We could make an alternative stability assumption
and we show the inferred property needed for the corresponding estimation technique (third column plots). Numbers in the
bracket: 95% confidence intervals. Bolded numbers: estimates under the correct stability assumption.

For the extrapolation phase, we make prevalence estimates
using two alternative techniques: mixture model and prob-
abilistic estimator. To construct confidence intervals, we re-
peat the entire process of calibration and extrapolation 1,000
times, taking different calibration samples each time. We re-
port the mean of the bootstrapped estimates and treat the
middle 95% as the confidence intervals, following the per-
centile bootstrap procedure (Diciccio and Romano 1988).

4.2 TImpacts of Classifier Predictive Power in the
Calibration Phase

Table 1 shows the experiment results for the calibration
phase for four groups under different data generating pro-
cesses and different classifier predictive powers. We find
that, from calibration sample to base dataset, one can and
should assume a stable calibration curve because the sam-

pling is conducted based on C(x). Taking the example of
Neyman allocation, the sampling within each stratum is still
random; but over the entire span of C(x), it is not. The class-
conditional densities would thus change from base dataset
to calibration sample, invaliding prevalence estimation tech-
niques relying on that assumption. Passing the raw classifier
scores to a calibration curve learned from the annotated sam-
ple, and then summing up the calibrated probabilities can
accurately recover the ground truth prevalence, regardless
of the data generator or classifier power (bolded numbers).
Simply summing up the uncalibrated classifier scores (no
calib. columns) yields bad estimation performance. Never-
theless, we remark that weak classifiers still have wider con-
fidence intervals in the repeated measures.



4.3 Sensitivity to Violations of Stability
Assumptions in the Extrapolation Phase

Table 2 shows the experiment results for the extrapolation
phase for four pairs of (base — target) comparisons. We find
that, from base dataset to target dataset, one has to choose
the stability assumption compatible with the data generating
process to make a good prevalence estimate. That is, mix-
ture model works well for intrinsic data generator and cali-
brated probabilistic estimator for extrinsic data generator. If
the stable property between base and target dataset is cor-
rectly picked, the estimates will be accurate, regardless of
classifier power (bolded numbers). Second, even under a
wrong stability assumption, a strong classifier can still make
decent estimates, as shown by the underlined numbers. This
clarifies the value of training a high quality classifier, for
its robustness to the violations of stability assumptions in
prevalence estimation.

4.4 Discussion

We remark on a crucial difference between the sampling ap-
proach in our framework and in previous quantification liter-
ature (Forman 2005; Gonzélez et al. 2017). In those papers,
the authors started with the ground truth labels y, and artifi-
cially created test datasets with different levels of prevalence
conditioned on y. For example, quoting the experiment pro-
tocol from (Forman 2005), “we randomly drew 200 positives
and 1000 negatives from each benchmark classification task
as the maximum training set... we randomly removed pos-
itives or negatives to achieve various desired testing class
distributions”.

Sampling based on the ground truth is attractive, because
it would preserve the class-conditional density function for
each class, thus enabling estimation techniques that rely on
the stable class-conditional density assumption. However,
sampling based on ground truth y is less realistic in social
media research because it is difficult to obtain the ground
truth for every item. Instead, CSS researchers are usually
more interested in making unbiased prevalence estimates for
large-scale social data and monitoring the trend of preva-
lence. In addition, they usually have access to high quality
pre-trained models. They can use these models to strategi-
cally select a better sample for ground truth labels, for in-
stance, oversampling rare classes. This can improve the per-
formances in both classification and prevalence estimation
models built from the calibration sample.

In addition, assuming only a stable calibration curve be-
tween the base and target datasets limits the range of pos-
sible final estimates. For example, if the learned calibration
curve for base dataset Pg(y|C(x)) is bounded between 20%
and 60%, it means that the estimated prevalence for any
target datasets would never exceed 60%, nor fall short of
20%. On the other hand, assuming only class-conditional
densities amplifies observed changes; it can lead to esti-
mates clipped at 0% or 100%. For example, if adding any
amount of negative class density to the positive class den-
sity makes the mixed classifier score density less similar to
the observed classifier score density in a target dataset, the
estimator would output 100%.

S Application: How Many Toxic Comments
Are Posted on Social Media Everyday?

We apply the Calibrate-Extrapolate framework to a real
world application that estimates the extent to which online
comments on each week’s news stories would be perceived
as toxic by the general public. Separate estimates are made
for three platforms: Reddit, Twitter/X, and YouTube. For
each, we collected human labels for one calibration sample,
then conducted an extrapolation phase for each week for one
year. We performed two estimations assuming either stable
calibration curves (calibrated probabilistic estimator) or sta-
ble class-conditional densities (mixture model), in order to
illustrate sensitivity to different stability assumptions.

5.1 Public News Comments Dataset

Details of the data collection are described in a separate re-
port.> We report a summary here. The contribution of this
paper is to explore techniques for estimating prevalence in
datasets like this one; the dataset itself is not a contribution.

Each day, the 1,000 most engaging URLs on Facebook
and on Twitter/X were collected, as reported by NewsWhip.*
Following the semi-supervised approach used in (Bakshy,
Messing, and Adamic 2015), a machine learning classifier
was trained to identify the URLs that reference “hard news”
(e.g., politics, economics) as opposed to softer news (e.g.,
sports, music). For each hard news URL, a search was con-
ducted for posts on Reddit and Twitter/X that contain the
URL and for YouTube videos whose titles match the news
headlines. All comments on the matched posts and videos
were scraped, excluding deleted, moderated, and bot com-
ments on Reddit; retweets and quoted tweets on Twitter/X.

To make the final metrics comparable across platforms,
we selected an equal number of comments from each plat-
form about each hard news URL — the minimum number
available across the three platforms. This sampling strategy
avoids the risk that controversial stories, whose comments
are frequently toxic, might garner more comments on one
platform than on another. We did this to ensure that differ-
ences in the measured frequency of toxic comments reflect
different modes of expression about the same stories rather
than differences of popularity across platforms.

We report on target datasets of comments on URLs from
2022. There were 15,564 hard news URLs having at least
ten comments on all three platforms, about 42.6 per day. On
average the collection includes 5,631 distinct comments per
day on Reddit, 5,355 on Twitter/X, and 4,271 on YouTube.
The daily comment numbers are different over three plat-
forms because some YouTube comments were selected for
multiple URLs with similar headlines.

The comments posted during August, 2021 form our base
dataset. A disproportionate random sampling process was
conducted, loosely based on Neyman allocation, yielding
1,144 Reddit comments, 1,154 Twitter/X replies, and 1,162
YouTube comments. These were annotated by Amazon Me-
chanical Turk (MTurk) workers, who were asked to label

3https://csmr.umich.edu/projects/hot-speech/
*https://www.newswhip.com/
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Figure 2: Calibration curves for two versions of Perspective
API, both against the calibration sample from August 2021.

whether a comment was toxic, with the same definition used
when collecting training data for the Perspective API (Wul-
czyn, Thain, and Dixon 2017)—“a rude, disrespectful, or
unreasonable comment that is likely to make readers want
to leave a discussion”. Five workers labeled each comment;
the ground truth label is the majority vote of the five.

The annotation was carried out in November, 2021. We
limited access to U.S. residents who had completed at least
1,000 Human Intelligence Tasks (HITs) with > 98% accep-
tance rate. They first had to complete a qualification task,
in which we provided the concept definitions, annotation
instructions, five practice comments with labeling answers
given by domain experts, and four questions with clear an-
swers. To qualify, a worker had to answer all four questions
correctly. Qualified workers were then permitted to label up
to 100 comments, in 10-comment batches. HITs were priced
with a target hourly pay rate of $15.

5.2 Prevalence Estimates Using Perspective API

For the black-box classifier, we used the Perspective APL>
We detected that the Perspective API changed significantly
in May 2022. For many comments, the Perspective API re-
turned a much lower score after that date. Thus, we can think
of there being two classifiers, both called Perspective API.
Figure 2 shows the calibration curves for the two clas-
sifiers, estimated from the labeled calibration sample, us-
ing the Platt scaling technique. Since scores were generally
lower with the later classifier, the calibrated probability as-
sociated with any given score was higher after May 2022.
Note that in both periods, however, the calibration curves lie
entirely below the 45 degree line. This indicates that Per-
spective API scores are systematically higher than the true
calibrated probability in our base dataset: for example, on
comments where the Perspective API outputs 0.5, less than
half of comments were labeled as toxic by MTurk workers.
Also note that the calibration curves, while similar, are
not exactly the same for the three platforms. The calibrated
probability of being labeled toxic was higher for a comment
from YouTube receiving a Perspective API score of 0.5 than
for a comment from the other platforms with the same score.
This underscores the need to calibrate a classifier separately
when using it on datasets that have distinct error profiles.
Figure 3 shows our estimates of perceived toxic com-
ments for each week in 2022, for each of the three platforms.
The black dashed line uses the Perspective API scores as if
they were calibrated probabilities, effectively following the

>https://perspectiveapi.com/
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Figure 3: Toxicity prevalence estimates using three alter-
native estimation techniques. Colored circled: assumed sta-
ble calibration curve; colored dashed: assumed stable class-
conditional densities; black dashed: without calibration.

unadjusted “probabilistic classify and count” approach. The
vertical dashed line pinpoints when the classifier changed,
yielding lower prevalence estimates. However, since classi-
fier scores still were higher than their calibrated values, the
estimates without calibration are consistently too high for all
three platforms, by very large margins.

The two colored lines for each platform show the results
of the extrapolation phase estimation assuming either a sta-
ble calibration curve from base to target dataset (calibrated
probabilistic estimator technique) or stable class-conditional
densities (mixture model approach). Given the sizes of cali-
bration sample and each week’s datasets, the confidence in-
tervals due to sampling error are fairly tight. However, the
difference in estimates using the two techniques, based on
different stability assumptions, yields much larger differ-
ences. Assuming stable class-conditional densities leads to
more extreme estimates: when the target period scores are
lower than the base period, the prevalence estimate moves
lower by even more. This can even lead to different conclu-
sions about the ordering of platforms. For example, assum-
ing stable class-conditional densities leads to a conclusion
that Twitter/X had lower toxicity than Reddit towards the
end of 2022, but assuming a stable calibration curve leads to
a conclusion that Twitter/X had higher toxicity than Reddit.

Note that the calibrated probabilistic estimator technique
seems to have handled the May changeover in the Perspec-
tive API better than the other two approaches. While the
other approaches show sharply lower prevalence estimates
as soon as the Perspective API gave lower scores, with the
calibrated probabilistic estimator, the estimated prevalence
was slightly higher on Reddit and YouTube in the weeks af-
ter the change but slightly lower on Twitter/X. Since it is
unlikely that there was a major and long-lived change in the
actual toxicity on the platforms immediately following the
Perspective API change, the fact that the probabilistic esti-
mator technique gives similar results using either version of
Perspective API is one reason to think that its assumptions
are better suited to this toxicity prevalence estimation task.



6 Conclusion

In this work, we present the “Calibrate-Extrapolate” frame-
work. It rethinks the prevalence estimation process as cal-
ibrating the classifier outputs against ground truth labels to
obtain the joint distribution of a base dataset and then extrap-
olating to that of a target dataset. Visualizing the joint distri-
butions makes the stability assumption needed for a preva-
lence estimation technique clear and easy to understand.

In the calibration phase, all techniques require only a sta-
ble calibration curve between a labeled calibration sample
and the full base dataset. Disproportionate sampling based
on the classifier outputs does not lead to a violation of that
requirement and can improve the efficiency of prevalence
estimation for a base dataset, providing tighter confidence
intervals for estimates based on a limited number of la-
beled items. Beyond that efficiency improvement, however,
a black-box classifier provides limited additional value in
making a prevalence estimate for a single base dataset.

The real value of the black box classifier emerges in the
extrapolation phase, where the classifier is applied to a target
dataset but no further ground truth labels are collected. All
prevalence estimation techniques for an extrapolation phase
with no new labels depend on borrowing some property from
the base dataset joint distribution, effectively assuming sta-
bility of that property from the base to the target dataset.
Some techniques assume a stable calibration curve while
some assume stable class-conditional densities.

This framework provides a recipe for generating sim-
ulated datasets by specifying base and target joint distri-
butions and using them as generators. By making instruc-
tive choices for these distributions, in Section 4 we illus-
trated how estimation techniques can yield incorrect esti-
mates when their stability assumptions are violated.

Section 5 applied two of the techniques, as well as a
benchmark that eschews calibration entirely, to a real world
collection of 52 target datasets, one for each week in a year.
There, the uncertainty due to sampling error was dwarfed
by the uncertainty due to the choice of stability assumptions
inherent in the prevalence estimation techniques.

Practical advice for prevalence estimation We summa-
rize a few key takeaways. A prevalence estimation tutorial
developed by the authors can be found at this link.°

1. It is never safe to make a prevalence estimate based on a
classifier that was trained on a different dataset, without
gathering some human labels for a calibration sample.

2. If only a single prevalence estimate is needed, at a single
point in time, or for a single dataset, a black-box classifier
is of limited use.

(a) If the ground truth labels are expected to be roughly
balanced, the best approach is to select a random cali-
bration sample and use the human label frequencies in
the calibration sample as the prevalence estimate for
the base dataset.

(b) If the ground truth labels are expected to be unbal-
anced, use the classifier to produce a calibration sam-
ple with more balanced classifier scores. In this case,

Shttps://avalanchesiqi.github.io/prevalence-estimation-tutorial/

the rest of the calibration stage of the purposed frame-
work should be followed. This will yield an unbiased
estimate of the ground truth prevalence for the base
dataset, with tighter confidence intervals.

(c) Converting continuous classifier outputs to binary la-
bels based on a cutoff threshold (e.g., the classify and
count approaches), will not generally yield reliable
prevalence estimates.

3. If prevalence estimates are needed for multiple related
datasets, we suggest performing a calibration phase once
for the base dataset and then applying the extrapolation
phase to the remaining datasets.

(a) For the calibration phase, use the classifier to select
a sample and collect human labels and estimate the
calibration curve, yielding an estimate of the full base
dataset joint distribution.

(b) For the extrapolation phase, reason about which sta-
bility assumption is more plausible. If it is an intrin-
sic data generation process, leading to stability of the
class-conditional density functions, use the mixture
model or median sweep. If the calibration curve from
the base dataset can be assumed to also apply to the
target dataset, use the probability estimator technique.

(c) One indicator about which stability assumption is bet-
ter can come from a robustness check involving two
independent classifiers. Using the same calibration
dataset, estimate calibration curves and thus base joint
distributions for both classifiers. Then, for each classi-
fier, apply both approaches (e.g., distribution match-
ing and probabilistic estimator) in the extrapolation
phase. If using one of the techniques, both classifiers
yield similar estimates for the target datasets, that tech-
nique’s assumptions are more reasonable.

Limitations and future directions The biggest limitation
is that the work provides limited guidance on how to decide
which stability assumption is appropriate for particular real
world scenarios. We provided some conceptual guidance, by
connecting the stability assumptions to different data gener-
ating models in Section 2. Some scenarios are more natu-
rally described as intrinsic or extrinsic data generating pro-
cesses. For example, some medical settings seem to have in-
trinsic data generation (a disease causes symptoms). Many
social media settings, on the other hand, seem to have extrin-
sic data generation (the words writers choose cause readers
to see messages as toxic or not). However, we point out that
even if the same words are always perceived the same way,
and classified the same way, that is not enough to ensure that
the calibration curve for a classifier will be stable between
base and target datasets. We provided a robustness approach:
the assumption that yields similar prevalence estimates us-
ing different classifiers may be better.

In reality, there may be both prior probability shift and
covariate shift between base and target datasets. And there
can also be concept drift, where the ground truth labels for
items change between datasets. A promising area for future
research would be to develop guidance on how to diagnose
when it is appropriate to take a classifier calibration curve



estimated from one dataset and apply it to another. One ap-
proach would be to collect a second calibration sample from
one of the target datasets, estimate another joint distribution,
and see which properties were actually stable between the
base joint distribution and that target joint distribution. Prop-
erties that were stable between those two might be reason-
able to assume also stable for other target datasets that are
constructed in a similar way.

Despite this limitation, the Calibrate-Extrapolate frame-
work provides conceptual clarity about the logic behind al-
ternative prevalence estimation techniques. Researchers and
practitioners who think in terms of this framework will ask
themselves the right questions about the techniques they
would apply and can avoid many potential pitfalls that await
the unwary prevalence estimator.
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