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Abstract – In recent times, big data has become a popular 
research topic and brought about a range of new challenges that 
must be tackled to support many commercial and research 
demands. The transport arena is one example that has much to 
benefit from big data capabilities in allowing to process 
voluminous amounts of data that is created in real time and in 
vast quantities. Tackling these big data issues requires 
capabilities not typically found in common Cloud platforms. This 
includes a distributed file system for capturing and storing data; 
a high performance computing engine able to process such large 
quantities of data; a reliable database system able to optimize the 
indexing and querying of the data, and geospatial capabilities to 
visualize the resultant analyzed data. In this paper we present 
SMASH, a generic and highly scalable Cloud-based architecture 
and its implementation that meets these many demands. We 
focus here specifically on the utilization of the SMASH software 
stack to process large scale traffic data for Adelaide and Victoria 
although we note that the solution can be applied to other big 
data processing areas. We provide performance results on 
SMASH and compare it with other big data solutions that have 
been developed.  

Keywords – Cloud, big data, data analytics, traffic analysis. 

I. Introduction 
 
A staggering amount of data across all walks of life is being 
generated: social media data, scientific data, data collected by 
government, by industry and across all research endeavours. 
This is often referred to as the data deluge [1] and big data is 
now a term in common parlance [2]. In order to process, 
analyse and derive knowledge from this ever-growing amount 
of data, large-scale and above all scalable infrastructures are 
essential. For many domains, the challenges in developing 
such infrastructures are one of scale, e.g. the volume of data is 
the challenge that must be tackled; for other domains it is the 
speed (velocity) at which data itself is produced that is the 
issue to be tackled; for other domains it is the accuracy, 
authenticity and provenance of data that is important 
(veracity). Some disciplines demand all of these big data 
capabilities. Transport and traffic flows more generally are 
areas that demand the ability to cope with large-scale data sets 
that are produced in near real-time and have important 
demands on the accuracy and validation of information. 

Tackling the issues of transport requires the ability to cope 
with large volumes of traffic that can be bursty in nature, e.g. 
morning rush hour in major cities. The volume of data over 
time can be substantial, especially if real time information is 
captured on the location and speed of cars and vehicles more 

generally. Infrastructures supporting the analysis of such data 
must be able to cope with such big data aspects. Historically 
the predominant form of scalable infrastructures have been 
based upon cluster-based technologies to support high 
performance computing at a given and typically centralised 
location, e.g. a given data centre, however more recently 
Cloud computing has been the predominant technology for big 
data processing and analysis [3]. There have been many Cloud 
initiatives that have established a range of capabilities, e.g. 
Amazon Elastic Compute Cloud (EC2); Amazon Simple 
Storage Solution (S3) Microsoft Azure, through to a range of 
widely adopted data storage services such as Dropbox and 
iCloud.  

Across Australia the federally funded National eResearch 
Collaboration Tools and Resources (NeCTAR – 
www.nectar.org.au) project has been established to realise a 
national Cloud facility for all researchers across Australia - 
irrespective of research discipline. NeCTAR utilises the 
OpenStack Cloud middleware and has multiple Cloud nodes 
(also known as availability zones) established across 
Australia. At present almost 30,000 servers are available 
across availability zones in Melbourne, Monash, Brisbane, 
Canberra, Adelaide and Tasmania. The primary focus of 
NeCTAR has been to establish an Australia-wide 
Infrastructure-as-a-Service (IaaS) service. In this model, 
researchers are able to dynamically create a range of VMs 
from small VMs offering single core 4GB machines with 
30GB storage, through to extra large machines offering 16 
cores with 64GB memory and 480GB storage. In addition to 
this, the federally funded Research Data Services that builds 
upon the previous Research Data Storage Infrastructure 
(RDSI) project (www.rdsi.uq.edu.au) has rolled out major 
storage capabilities across Australia. This is expected to 
provide over 100 Petabyte data storage for Australian 
researchers.  

In principle the capabilities exist for processing large 
volumes of transport data however access to virtual machines 
and storage does not in itself support this activity. Instead, 
targeted solutions are required that meet the demands of big 
data that are specific to the transport domain. In this paper we 
described the SMASH software solution that has been 
developed to meet these specific needs.  We describe the 
technologies that are involved in realising the SMASH 
architecture: geoServer (http://geoserver.org), geoMesa 
(http://www.geomesa.org/), Apache Accumulo 
(http://accumulo.apache.org), apache Spark 
(http://spark.apache.org/) and Hadoop 
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(http://hadoop.apache.org)). We describe the
that support the specific needs and demand
high velocity, high volume traffic data w
highly accurate data processing. We show 
provides the capabilities for the scala
disaggregated traffic data, i.e. down to traffi
junctions at specific time periods, with 
benchmarking of traffic data for Victoria. 
utilize is based on the Sydney Coordinated
System (SCATS) data from the Departmen
Victoria [4]. 

  
II.  Related Work 

 
It is the case that all research disciplin
increasingly driven by the volume of data
created and/or is available in various form
Many research endeavours in many dispara
now limited by the ability to discover, acc
use data. The work on e-Infrastructures a
access to distributed data resources has b
decades: from the original efforts in 
distributed systems, Grid efforts typified by
more recent Cloud-based efforts typified by A

Transport is one area that many research
from a variety of perspectives. One co
underpinning transport research is t
transport/traffic modelling tools based on a v
simulators. [9-14] are typical examples of 
One key issue is that the accuracy of inf
systems is not guaranteed to reflect the true 
cities and their associated daily road network
i.e. they are simulators. Thus for exam
commuting patterns can fluctuate greatly 
based on a variety of factors such as re
incidents/accidents, sporting events, floo
amongst many other emerging issues that rep
the road network. Modelling tools do 
information using the actual data from the ro

Other approaches have explored use of
event detection on the transport network, 
[15] use natural language processing to 
keywords in tweets and correlates them with
e.g. accidents that may have taken place. T
the confidence level of traffic information.  

Similar to the above study, [16] extracts t
from tweets using syntactic analysis and t
results into two categories: Point and Line. P
a single accident/event on the road, e.g. a
Line data refers to a traffic status alon
including a start point and end point on a 
time period.  

[17] provides a novel solution for use o
near real-time transport information. The no
lies in the scale of data that is captured and
algorithms only capture data (tweets) from 
itself. This work has shown that formation o
be identified, but the challenge is that not al
and hence there is not the depth of informat
the road network system.  

eir key capabilities 
ds in dealing with 
with demands for 
how this solution 

able analysis of 
c flows at specific 
case studies and 
The data that we 

d Adaptive Traffic 
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nes are becoming 
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cess and optimally 
allowing seamless 
been on-going for 

large-scale data 
y [5-8] through to 
Amazon EC2.  

hers have explored 
ommon approach 
through use of 
variety of transport 

such approaches. 
formation of such 
transport issues of 
ks usage statistics, 

mple, the day-day 
for a given city 

eal-time transport 
oding, bush fires 
present real use of 
not capture this 

oad network.  
f social media for 
e.g. Twitter data. 
identify targeted 

h transport events, 
They also analyze 

traffic information 
then classifies the 
Point data refers to 
a car crash, whilst 
ng certain streets 
map over a given 

f social media for 
ovelty of this work 
d the fact that the 
the road network 

of traffic jams can 
ll road users tweet 
ion on all users of 

Government agencies can 
the use of the road networks
agencies collect data provid
Coordinated Adaptive Traffic 
traffic flows [18-20]. A typica
sensor network is shown in Fi
the SCATS network for th
junctions north of the city centr

 
Figure 1: SCATS sensors 
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This (Adelaide) sensor network
from these sensors were use
architecture.  This system was 
data) challenges arising from th
all of Victoria. The locations o
Victoria are shown in Figure 2.

 

 
Figure 2: SCATS sen
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ded by the SCATS (Sydney 
System) system to capture road 
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SCATS, is an intelligent transportation sys
Sydney, Australia [18]. SCATS supports th
of signal phases at traffic signals. The syste
each traffic signal to detect vehicle presence
vehicle sensors are typically installed w
themselves (as strips across the roads). Info
from vehicle sensors can allow SCATS (in
used to calculate and adapt the timing of tra
network to improve traffic throughput. 
majority of signalized intersections are 
(around 11,000). However a challenge wit
data is that they can be extremely large, e.g. 
intersection can include results on millions 
passed over it. To tackle this, such data is of
time to provide statistics on the number of
given intersections, but such solutions do no
to real-time transport analysis and congest
The real-time data processing demands scala
and software to cope with the volume, velo
aspects of big traffic data.  

Figure 3 and Table 1 demonstrate how
work in one particular intersection. The sen
signals and detect vehicle presence in each 
sensors are generally inductive loops installe
pavement. Vehicles that traverse these ro
information that is automatically captured an
databases within the Department of Transpo
real-time data analytics using all of thes
challenge that has not yet been satisfactorily 

 
Figure 3: Sensors in each lan

 
site_n

o 
street name date movement 

4700 McNaughton rd 
N of Centre rd 

2008-01-02 
00:00:00 

Thru 

487 Forester rd S of 
Waverley rd 

2008-01-02 
00:00:00 

Left 

4905 Park st E of 
Clarendon st 

2008-01-02 
00:00:00 

Right and 
Thru 

 
Table 1. Examples of SCATS Adelaide traffic

stands for vehicle count number in every 15
 

stem developed in 
he dynamic timing 
em uses sensors at 
e in each lane. The 
within the roads 
ormation collected 
n principle) to be 
affic signals in the 
In Australia, the 
SCATS operated 
th use of SCATS 
data from a single 
of cars that have 

ften aggregated by 
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tion identification. 
able infrastructure 
ocity and veracity 

w SCATS sensors 
nsors are at traffic 

lane. The vehicle 
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oad sections have 
nd stored in central 
ort. The ability for 
se data sets is a 
addressed. 

 

ne 

HFID vehicle_count

9508 {vc1-vc96}

15088 {vc1-vc96}

19928 {vc1-vc96}

c data, {vc1-vc96} 
-minute interval 

This information shows a 
data that are captured through S
fields in the metadata, however
listed here. With the increasing
and increasing urbanization of 
that 50% of the population wi
and Sydney, solutions that a
improved (optimized) use of 
demanded. 

 
III. SMASH 

 
In essence, the SMASH is a 
software components that wor
framework for the developin
domain. The original resea
techniques can be traced back
Google through MapReduce p
DBMS and Google File System

There is no definitive descr
it refers to datasets of such siz
stored on a single machine (ser
undertaken on a single machin
numerous other demands o
infrastructure: fetching the data
data and validating the data a
that must be tackled.  

The SMASH architecture 
issues directly. Firstly it was r
store was needed. Getting larg
time in nature demands that 
place. To tackle this, the SMA
Distributed File System (HDFS
for performing computation
aggregation, statistics, or m
computations are complex in n
would be more performing
MapReduce component. Tra
temporal in nature, hence it i
index them spatio-temporally,
therefore, GeoMesa and GeoS
GeoMesa adds spatial indexin
DBMS, while GeoServer can 
geospatial clients. 

The overall architecture of
with the traditional Hadoop eco
4. 

 
Figure 4: SM
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arch on big data processing 
k to early 2000s and efforts of 
programming model, BigTable 

m [21,22].  
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are just some of the challenges 
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ecognized that a distributed file 
ge volumes of data that is real-

distributed data storage is in 
ASH stack utilizes the Hadoop 
S) [23]. Secondly there is a need 
n on traffic data, such as 
machine learning. Since the 
nature, we think Apache Spark 
g than the native Hadoop 

affic data are geospatial and 
is of the essence to be able to 
, and visualize them on maps; 
Server were added to the stack. 
ng to the Accumulo BigTable 
serve maps and vector data to 

f SMASH and the comparison 
osystem [24] is shown in Figure 
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We described each of these capabilities o
and the role they perform within the SMASH
 
3.1 Hadoop Distributed File System (HDF
At the lowest level of the SMASH architectu
file system: HDFS [23]. HDFS offers a reli
essentially a distributed file system. With
velocity of traffic data, there is an absolute 
the storage and access to the data. A single s
with large volumes of high velocity data he
ingestion of data and the subsequent storag
servers is essential. The composition of HD
the SMASH system is illustrated in Figure 5.

Figure 5: HDFS architecture
 
In the HDFS architecture, there normally e
with a set of datanodes. A namenode sto
information to indicate which datanode hos
HDFS chunks large files into small blocks 
then spreads them across multiple machine
communicate with each other via TCP/IP soc
important mechanisms in HDFS to guarant
Thus if a given datanode fails or the server
data is stored fails, then HDFS will auto
replicas of this data on other datanodes.
robustness of the system, a secondary name
introduced in case of failure of namenode res

A core data processing element of HDF
[21]. MapReduce is a common way to proc
of data in a distributed manner. A MapRed
involves splitting an input dataset into ind
which can then be processed by the map tas
using distributed servers. This ability t
processing activities to separate servers me
scalable and ideally suited to Cloud-like en
more servers can be added on demand. To
MapReduce framework passes the outputs
reduce tasks. Normally temporary values an
sorted. The MapReduce framework norma
master JobTracker and one slave TaskTrack
master is responsible for scheduling and 
tasks. A typical dataflow in MapReduce is sh

 
 

 

of the stack in turn 
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FS) 
ure is a distributed 
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h the volume and 

need to distribute 
server cannot cope 
ence spreading the 
ge across multiple 

DFS system within 
.  

 
e 

exists a namenode 
ores the metadata 
sts particular data. 

(typically 64Mb) 
es. Datanodes can 
ckets. Replicas are 
tee partial failure. 
r upon which this 

omatically provide 
 To increase the 
enode can also be 
sources. 
FS is MapReduce 

cess large amounts 
duce job typically 
dependent chunks, 
sks in parallel, i.e. 
to distribute the 
ans that it is very 

nvironments where 
o achieve this the 
s of map tasks to 
nd output files are 
ally consists of a 
ker per node. The 
monitoring slave 

hown in Figure 6. 

 

Figure 6: MapRed
 
Hadoop MapReduce is a com
processing large amounts of da
servers. It has been develop
technique for many years. Mo
new-generation, fast engine fo
promises 100x faster perfo
memory [26]. We have inclu
SMASH architecture and un
performance for large-scale dat
 
3.2 Apache Spark  
Apache Spark [25] has many m
Hadoop MapReduce. Some of 
support the SMASH architectur

Firstly Apache Spark offer
(RDD) capabilities. This prov
for in memory cluster compu
categorized into transformati
associated with and operating 
can be divided into tasks and st
allowing decomposition of pro
the same RDD can be divid
dependencies between stages, 
they process can be represented
this model a variety of depend
RDD can depend on certain d
parent RDD (narrow dependen
on all data partitions of a paren

Apache Spark also offers 
capabilities that allow spee
especially important when dea
data sets. Apache Spark 
mechanisms, e.g. by automat
that have failed. Figure 7 sho
Apache Spark application with

 

 
duce working model 

mputing framework that allows 
ata in parallel across a cluster of 
ped and applied as a mature 
ore recently Apache Spark is a 
or large-scale data processing, it 
ormance than MapReduce in 
uded Apache Spark within the 
ndertaken benchmarking of its 
ta analysis. 

more concepts and features than 
the most important of these that 
re are described below.  
rs Resilient Distributed Dataset 
ides a fault-tolerant abstraction 
uting. All RDD operations are 
ion or actions, with all jobs 
on an RDD. Importantly a job 

tages sent to different executors, 
ocessing. Similarly, data within 
ded into many partitions. The 

jobs and the data upon which 
d as a directed acyclic graph. In 
dencies can exist. Thus a child 
data partitions to exist within a 
ncy) or a child RDD may depend 
nt RDD (wide dependency). 
advanced caching management 
eding up data processing – 
ling with large-scale distributed 
also offers failure recovery 
tically re-computing processes 

ows the typical execution of an 
in the SMASH architecture. 
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Figure 7: Apache Spark application e

 
To justify the use of Apache Spark com
MapReduce a series of benchmarking 
undertaken. The results of these are shown in
 

Table 2: Benchmarking Hadoop and Ap
 
There are a variety of factors for this 
MapReduce stores data on the HDFS sys
leverages in-memory RDDs and “spills” d
when it exceeds memory limitations. T
execution of Spark is much faster than
reducing the amount of I/O operations. Seco
recovery of failed nodes by re-computation
predecessor. In some ways this supports a s
MapReduce by way of checkpointing. How
dependencies of lineage further, it is possible
two methods together. As a result if an iter
program needs to be executed, e.g. a machin
stage, Spark is far more performant than Ma
data is always in memory. One point to mak
Spark has stricter memory requirements. 
cluster the memory should be at least large
data we need to process, because the data 
memory for further operation. Block sizes a
processing big data sets requires larger me
smaller data sets are to be processed then
block space (as they will only use a fraction o
 
3.3 ZooKeeper 
In setting up the SMASH software stac
detailed configuration information for the 
Configuration, especially in distribute

 

execution 

mpared to HDFS 
activities were 

n Table 2. 

 
pache Spark 

speed-up. Firstly 
stem, while Spark 
data on disk only 
Thus the general 
n MapReduce by 
ondly, RDDs allow 
n using the DAG 

similar recovery to 
ever to reduce the 
e to combine those 
rative computation 
e learning training 

apReduce since the 
ke however is that 
Thus in a Spark 

e as the amount of 
has to fit into the 

are thus important: 
emory, but if only 
n they will waste 
of the block size). 

ck, capturing the 
tools is essential. 

ed environments 

involving multiple tools and se
to set up, change and update
adversely impact upon perfor
systems. ZooKeeper is the mo
manage configuration informa
stack [27].  

ZooKeeper offers replicate
eventual consistency offered
configurations. It provides deg
multiple nodes as ensembles w
of them to get the associa
required. As long as the majo
ensemble of ZooKeeper node
master node can be dynamical
the ensemble. If the master no
can automatically migrate to an
 
3.4 Apache Accumulo/GeoM
Accumulo is a sorted, distribut
robust, scalable, high performa
by the BigTable technology fr
over time with the introductio
and server-side programming 
key/value pairs at various po
process. Accumulo is one o
databases currently available. 

GeoMesa is an open-sourc
index built on top of the Accu
Leveraging a highly paralleliz
aims to provide high levels 
manipulation to Accumulo. Ge
indexing and querying billion
integrated with the GeoTools o
act as a data source for GeoSer
in.  

GeoMesa implements an i
hashing algorithm, which comb
information (latitude, longitu
dimension lexicographic key sp
 
3.5 GeoServer 
GeoServer is an open-source s
that allows users to share, pr
[30]. Designed for interoperab
data from many major spat
standards – typically based
Consortium (OGC). GeoServe
based administration interfaces
for easy configuration. When
layer, a time dimension can be
to create visualisations with
capabilities are important, e.g
process traffic flows at differen
 
 

IV.   SMASH Case Stud
 
The SMASH architecture was
scale data sets from Adela
experiment comprised the pro

ervices, can require a lot of work 
e. A wrong configuration can 
rmance and lead to unreliable 

ost commonly used tool used to 
ation in the SMASH software 

d synchronisation services with 
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where clients can connect to any 
ated configuration information 
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es is alive. This means that a 
lly chosen by consensus within 
ode fails, the role of the master 
nother node. 

Mesa 
ted key/value store that provides 
ance service [28]. It was inspired 
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on of cell-based access control 

mechanisms that can modify 
oints in the data management 
of the most popular NoSQL 

ce, distributed, spatio-temporal 
umulo column family store [29]. 
ed indexing strategy, GeoMesa 
of spatial querying and data 
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open-source Java library and can 
rver by the use of bespoke plug-
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bines three dimensions of traffic 
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pace in Accumulo. 
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SCATS data containing all the sensor readin
and 2014. A cluster of 4 nodes was set up
data. Data reliability was provided by HD
factor of 3, i.e. 3 copies of every block a
across the cluster. The virtual machines we
comprised 4-core, 12GB RAM, 30GB Dis
were provided by NeCTAR. The basic SM
capable of processing a 15GB dataset with
resources. The resulting heat map show
through Adelaide is shown in Figure 8. 

 
Figure 8: Traffic flows in Adelaide visualis
 
It is noted that by building an Accumulo stor
is possible to access and visualise aggrega
directly with different rendering styles. The
to create an animation to illustrate how th
throughout the day in Adelaide. However Ge
do not support rendering with absolute val
weight. Instead GeoServer publishes maps b
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which leads to a redistribution of weight perc
the change in animation is often not noticea
the methods leveraging the OpenLayers 
heatmap to the browser can be used to see
flow information at different temporal dimen

In order to compare the performance 
traditional Hadoop MapReduce program, tw
performing the same aggregation were writ
environments. The program written to run 
advantage of the Lambda expressions availa
performance of both programs is displayed in
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eoServer heatmaps 
lues acting as the 
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of Spark and the 
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tten for these two 
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n Table 3.  

Running mode, 
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22,342,350 rows 
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12GB R
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Spark, by day 59.8 m

Table 3. Performance comparis
daily intervals on Standalon

 
From the results given in Tab
SMASH stack significantly 
Hadoop MapReduce engine. S
when numerous shuffle or ite
since it greatly reduces the time

The original dataset of 77G
rows. A filtering operation wa
empty readings. The filtering r
22,342,350 rows, which is sub
analytical routines. The actu
vehicle counts from all lanes
however this can in principle 
Intersection locations are then
for visualisation of traffic volum

An example of the processi
store is shown in Table 4. Th
row in plain English would re
were 37,308 vehicle passing ov
145.219837East, -37.622730 N

 
siteNo 2580
timestamp 2014-07-0
geom POINT (1
vehicleCount 37,308

Table 4. Individual computation
  

With such information, a ran
SMASH was undertaken. Fig
distribution at different time
results, we observe an 18% inc
from 2008 to 2014. Moreover
distributed across the State, as 
volumes in 2014 than in 2008
colours on the heat-map).  

We note that these peaks m
factors: the population migratio
example, Melbourne’s populati
100,000 per year. Understan
network and the issues of wher
are to arise is an important asp
Similarly, an increase in motor
wealth (or poorer public transp

lone 
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RAM 

Cluster 
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48GB RAM 

min 2.3 min 
min 1.3 min 

 
son of SCATS data aggregated at 
ne and Cluster configurations 

ble 3, we can observe that the 
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Spark is even more performant 
erated operations are involved, 
e spent on I/O operations. 

GB spread was over 181,740,678 
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ual implementation aggregates 
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n joined to the aggregated data 
mes on a map.  
ing results in Accumulo feature 
e meaning of this SCATS data 
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North”). 

01 
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ures 9 and 10 illustrate traffic 
es across Victoria. From the 
crease of traffic across Victoria 
r, this increase is not uniformly 

some areas show higher traffic 
8 (peaks are shown as “warm” 

may be explained by a variety of 
on and/or economic growth. For 
ion is growing at approximately 

nding the impact on the road 
re increased levels of congestion 
pect of SCATS data processing. 
r vehicles might imply increased 
ort systems). 
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Figure 9: Victoria traffic distribution o
 

Figure 10: Victorian traffic distribution 
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reported through the SCATS data. As sho
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It is noted that smaller scale and mo
analytics is also possible through the SCA
capabilities offered through SMASH.  
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